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Abstract((
In this article, we describe a Virtual Reality Modeling Language (VRML) architecture that offers the ability to create an interactive, Internet based virtual world.  The Interactive Land Use VRML Application (ILUVA) architecture provides many core capabilities.  First, it provides a framework for integrating existing and proposed GIS information.  Second, ILUVA includes the ability to both modify such information and add new objects.  Third, server communications enable access control and multi-user capabilities over the Internet.  Basic capabilities of the client part include the rendering of the world, certain interactive, but fixed, behaviors, and the addition of content dynamically.  Updates and customizations are accomplished with servlet methods that run on the server.  Two example applications are presented to demonstrate the capabilities of the architecture.
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1 Introduction

The performance achieved by today’s computer technology is impressive and continues to double about every eighteen months.  At the same time, the cost for a nominal performance machine available at a given time remains nearly constant.  As a result, most computer users have more capabilities than could be imagined even ten years ago.  The progression of technology has made possible the solution to problems that were once infeasible.  In particular, interactive virtual reality is among the technologies being investigated for displaying and exchanging information.  The Virtual Reality Modeling Language (VRML) has been designed in this context.

VRML has found utility in several applications that incorporate geographic information to varying extents.  Geographic information system (GIS) applications require the manipulation and display of large data sets.  Indeed, VRML has many desirable features that make it a compelling rendering technology for GIS applications [1,2].  VRML offers basic capabilities of representing spatial data in three dimensions as well as functionality that allows implementation of observable changes to any geometry to display any associated attributes.  The application domains are broad and include urban planning [3,4] and geographic information systems (GIS) [1,2].  Such applications require the manipulation and display of large data sets.  The general approach followed is for the server to accept queries from client machine and then perform server side processing to satisfy the request.  Each modification requires the entire world to be reloaded.  For small data sets, reloading is not a significant issue; however, reloading large visualizations can add undesirable latencies.

The Interactive Land Use VRML Application (ILUVA) Architecture is a special purpose virtual world architecture operating within the web browser, empowering users to both create and modify the virtual world [3,5-7].  The application architecture presented here is demonstrated throughout by applications emphasizing GIS.  It should be noted that this does not necessarily need to be the case.  The architecture appears to be deployable in any application where the virtual world is required to manage insertions, modifications, and deletions of arbitrary content.  The richness of VRML provides the opportunity to develop a virtual world composed of complex and dynamic building blocks.  Among the important capabilities ILUVA demonstrates are fully self-contained models including editing controls, addition of object models dynamically, a standard interface for object models, and point and click selection of models for editing [7].  The object model software architecture is designed so that the type and behavior of the object that can be integrated into ILUVA is not limited.

This work described in this paper presents progress achieved in extending the architecture to incorporate server-client interactions to support a variety of useful capabilities.  These capabilities include the use of servlets [8] to implement access control, facilitate session tracking, save client state on the server, and generate dynamic content.  Furthermore, we present the applications of this architecture in two different contexts.  The first application is a prototype application designed to support office park planning for the City of Portsmouth, Virginia, USA.  The application integrates GIS information and supports drag and drop insertion and modification of objects in the scene.  The details are described elsewhere [3,5,6].  The second application provides a visualization showing clean-up progress of a SuperFund site.  This application is a virtual world created to support public dissemination of information relating to cleanup efforts for an EPA SuperFund site under the direction of the Norfolk Division of the Army Corps of Engineers.  The Former Nansemond Ordnance Depot (FNOD) in Suffolk, Virginia was an ordnance site for World War I and II munitions [9].

This paper is organized into seven sections, including an introduction, a relevant background, a presentation of the virtual world architecture, a discussion of the client architecture, the nomenclature of addable object types, an overview of servlet functionality, a discussion of the example applications, and a summary.

2 Background

The work described in this paper are founded on three technologies: VRML, Servlets, and GIS.  VRML provides the client platform for rendering solid models and implementing behaviors.  Servlets are Java methods that run on the server and provide access to server resources and the ability to generate dynamic content.  Due to the GIS flavor of the applications described in this paper, a brief overview of GIS is provided.

2.1 VRML

VRML provides a platform upon which 3D interactive worlds can be specified.  Several excellent VRML resources exist describing basic and advanced capabilities [10-12].  A VRML application is typically a hierarchical organization of geometries, sensors, light sources, script methods, and grouping primitives assembled in a meaningful fashion.  In VRML, these primitives are termed nodes.  Several categories of nodes provide the inherent capabilities and appearances.  For example, grouping nodes allow the specification of a group of nodes as well as aspects of their inherent group behavior.  In shape nodes, the geometry and appearance of solid models within the world are specified.  Sensors are used to associate interactive capabilities with any node or node hierarchy.  Scripts are included to enable the implementation of custom responses in Java or ECMAScript.  Information is passed between nodes by events whose routes are either explicitly declared or established within Script nodes.  PROTO definitions make possible the creation of user defined nodes that can hide implementation details and support model reuse.  EXTERNPROTO is a variant of the PROTO definition in which the content is acquired through a URL.  

2.2 Servlets

Servlets are Java software methods that run on a server and can be called up as URLs by client machines from the Internet [13].  Servlets provide the capabilities of cgi-scripts with some additional benefits including efficient execution and session tracking.  Servlets are employed when client based web applications suffer from limitations related to certain resources—file, network, computational.  Typically, client based applications do not have free access to client based files, or with the exception of cookies, have the ability to store information on the client machine.  On the server, servlet sessions can be persistent and can interact with one and other.  Furthermore, through the Java Development Kit (JDK) API [14], servlets can connect to server databases.

2.3 Geographic Information Systems

Geographic information systems (GISs) [15] are valuable tools for representing and managing information related to places, resources, and derived properties.  Tools for managing and manipulating geographic information are both powerful and require substantial computing resources.  Geographic information takes on a variety of forms, describing information that is of two, three and even more dimensions.  Typically, geographic data sets are huge where imagery alone can consume several hundred megabytes in even relatively simple situations.  GIS systems provide the ability to represent and view spatial data is in the form of regions and terrain coupled with attributes that associate information to spatial data.  Attributes associated with the geographic information link to the spatial data.  In addition, GIS can project spatial data into one of the many standard coordinate systems, can provide a method for data entry and modification, and finally can provide the capability to derive layers that meet a given set of criteria.  In the clean-up application, ESRI Shapefiles [16] are employed to represent the spatial and attribute data.  Although the file format employed in GIS systems is important, from the context of “proof of concept”, any source format is nominally suitable.  In [16], Shapefiles are defined that describe fourteen shape types to represent spatial data including points, polylines, and polygons.  A shapefile designates the nominal shape type for records in the shapefile.  In addition, a dBase file with one record per shapefile record can accompany the Shapefile holding attributes relevant to shapefile records.

3 Virtual World Software Architecture

The client architecture is described elsewhere [7] and salient details are presented here.  The software architecture is organized into seven primary components 1) the user interface, 2) objects, 3) the resource manager, 4) the arbiter, 5) the collision manager, 6) the simulation manager, and 7) the base visualization.  Furthermore, ILUVA relies on the VRML execution engine [10] that is a component of the browser plug-in to collect and distribute any and all events generated in the world.  The ILUVA client software architecture is presented in Figure 1.  The user interface consists of the menu that allows the user to select from among the various options and the work zone that demarks the working area for the user.  The objects are VRML PROTO nodes that are added to the virtual world at the request of the user.  The resource manager accepts requests for new objects and performs all necessary processing and bookkeeping to instantiate new objects.  The arbiter ensures exactly one object is enabled for editing so that the proper resources are assigned to the object.  Routes, through which events are communicated, link modules.

3.1 User Interface

The user interface consists of the menu and the work zone.  The menu is implemented as a hierarchy of interconnected nodes.  A menu for the commerce park application is illustrated in Figure 2.  The output of the menu hierarchy is the command event that is received by the resource manager to manage resource allocation and by [image: image1.png]


objects to control object appearance and behavior.  The menu hierarchy receives the objectType input event that is used to subsequently turn on the appropriate menu for that object.  Edges in Figure 2 represent the flow of events between menus.  Individual menus are built from a collection of button PROTO nodes that includes scripting to encode button events as command events.  Finally, a typical menu is shown in Figure 3.  The work zone serves three purposes: 1) to define the working area, 2) to provide a visual cue for the user to insert an object, and 3) to process the required number of mouse clicks to initialize the geometry for each new object.  The work zone captures the coordinates for each mouse click, subsequently passed as events to the newly created object.  When the necessary number of points has been entered, the new object becomes visible, and the work zone becomes inactive.  Figure 4 gives the work zone from the commerce park application in both inactive and active states.
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The object software architecture is designed to serve two purposes [7].  First, the interface among objects and ILUVA core modules is uniform to simplify management of objects.  Furthermore, the uniform interface enhances the robustness, maintainability, and extensibility of ILUVA.  Second, each object module is a self-contained representation of the object.  Indeed, all functionality including location, configuration, and editing controls reside within the object and are independent of those from other objects.  This organization supports great generality in the types of objects that may be included in ILUVA.  Shown in Figure 5, the object consists of seven main components including the object geometry, editing controls, location and orientation control, the object control, the local arbiter, collision response module and the monitor.  The object geometry defines the object appearance in the world.  The position and orientation control detects and processes mouse click and drag inputs to change the position and orientation of the object.  The object architecture maintains a consistent coordinate reference for the geometry and sensors with respect to the world.  The editing controls process mouse click and drags on the object control icons.  In addition, the editing control takes input from interaction sensors, calculates updates to the object, and reports any updates back to the visualization.  The local arbiter interacts with the object control and the global sensor to detect when the object is in editing mode.  The monitor communicates updates to the server.  Finally, the collision response module recalculates the bounding box for the object and detects when the collision manager signals a collision.
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Figure 5.  Object Architecture

 

The Resource Manager

The resource manager is a script node that takes the command event generated by the menu, initiates the creation of objects, and then subsequently creates event routes between the newly created object and the world.  The resource manager monitors the command event generated by the user interface.  When the resource manager detects a request for a new object, a cascade of events ensues.  First, the request from the user interface is decoded.  Second, the object type is determined.  Third, a unique serial number is assigned to the object and relevant entries in allocation tables are reserved.  The allocation tables link the requested type to the serial number and helps track the state of the requested objects.  Fourth, the object is instantiated through the createVrmlFromURL browser method.  In addition, objects that are generated at start-up from a restored session are passed through the resource manager so that tables can be updated and the objects can be linked into the application in the same fashion as new objects [5,6].

3.4 Arbitration

In ILUVA, the menu is shared among several objects and one of several objects can be selected for examination or update.  As a result, an arbitration process ensures orderly transfer of control of the menu from one object to the next.  In ILUVA, only one such request can occur at any instant simplifying the arbitration process.  The arbitration functionality is partitioned across two scripts consisting of one global arbiter script and many object arbiter scripts. The arbitration process is simple, requiring a handshake of two events communicating between local and global arbiters: request and grant.  When an unselected object is clicked, the object emits its serial number as a request event that is monitored by the global arbiter script.  Next, the global forces all objects to deselect.  After a short delay, the global arbiter script broadcasts the serial number of the granted object to all objects through the grant event.

3.5 Collision Manager
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Figure 7.  FNOD Cleanup Menu

 

In VRML, collision detection is supported between the avatar representing the user and objects in the virtual world [10].  Indeed, collision detection between objects in a VRML application is not supported in the VRML standard.  Consequently, collision detection and response must be implemented in the application.  The collision manager monitors the spatial extent for all objects and signals for collisions occurring between objects.  The collision manager maintains a sorted list of the bounding boxes for all relevant objects in the virtual world.  When objects move or dimensions change, a bounding box event is sent to the collision manager.  When an overlap of bounding boxes is detected, a collision event is transmitted to the modified object.

3.6 Simulation Manager

A simple simulation manager has been implemented that broadcasts simulation data to objects.  As a demonstration, the simulation manager has been programmed to generate an oscillating wind and the pine tree model reacts by swaying in the wind.  The simulation manager sends periodic updates to all objects, so each can respond in a manner appropriate for that object.

3.7 The Base Visualization
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Figure 6  Interaction between Host and Client 

Machines

 

The base visualization includes geographic features, buildings, roadways, and landscaping.  In addition, it can include any building or other permanent improvements.  This information is a combination of information derived from the city GIS data, input from city personnel, and input from architects and planners.  The base visualization also includes global viewpoints and an obvious differentiation of the work area from the rest of the virtual world.

3.8 The VRML Execution Engine

The VRML execution engine is the part of the VRML browser plug-in that processes events generated by objects and script nodes in the visualization [10].  Events receive time-stamps from the execution engine.  The execution engine processes the flow of events among objects through explicitly declared routes.  Furthermore, events that cascade from an initiating event during the same time delta are assigned the same time-stamp.  Events can be simple, passing a simple value, or complex, passing a node, enabling many interesting behaviors.  

4 Object Types

The application specific details consist of the base visualization and objects that have been designed specifically for ILUVA.  The details of the object architecture are described in [7].  Generically, objects can be partitioned into several broad categories depending on the capabilities of the objects.  These categories are 1) Point objects, 2) Line objects, 3) Area objects, and 4) Composite objects.  The object type provides a definition for the object editing controls that are necessary.  The minimal editing capabilities for any object are the ability to drag and drop the object to a different location.  The coding architecture for these objects conforms to Figure 5.  If a greater variety of objects are desired, the software architecture ensures ILUVA can be upgraded in a straightforward fashion.

4.1 Point Objects

Point objects can represent any spatial object or behavior that is linked to a single point.  These objects are characterized by a position and an optional orientation.  Each may be modified during editing of the object.  In the applications, three point object types have been defined.  The object types that have been defined include trees, lampposts, and markers.  The specific capabilities of the different point objects are defined in Table 1.

4.2 Line Objects

Line objects are any object geometry or behavior that is defined by a series of points having a geometry defined by an IndexedLineSet or Extrusion node.  During entry, the user specifies points along the path for the line object.  Editing a line object involves dragging and dropping editing controls that appear when the object is selected.  The specific capabilities of the different line objects are defined in Table 2.  Note that each object includes a flying viewpoint that follows the line specified for the object.

4.3 Area Objects

Area objects are characterized by their ability to define an enclosed area.  Area objects are defined with  IndexedFaceSet or IndexedLineSet nodes whose boundaries are defined by the vertices of the enclosing polygon.  Editing an area object involves dragging and dropping editing controls that appear when the object is selected.  The specific capabilities of the different area objects are defined in Table 3.  In the applications described in this paper, all area objects calculate and display the enclosed area in acres.  In addition, an area object can include a flying viewpoint that follows the area perimeter.
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Composite Objects

A composite object is a collection of other objects.  For example, the building object is constructed from building, parking lot, and tree models.  The building is a box shape with textures painted on the sides of the box to give the appearance of realism.  The parking lots and trees that are defined can be repositioned relative to the composite object’s origin.  The entire object is placed at a single point and can also be rotated.

5 ILUVA and Servlets

Client based applications have many limitations.  Browser security limits certain activities such as file access and communication with other computers.  Mechanisms are in place to allow applications to gain broader access permissions (see for example [11]), but some users may feel uncomfortable granting broader access to their machines.  Employing server based Java methods, Servlets [8], provides three important capabilities: 1) read/write access to files on the server, 2) access to server computational and network resources, and 3) generation of content.  
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Figure 2.  Menu Architecture

 

First, the initial motivation for integrating servlets has been to implement a save/restore capability.  In order to run servlets, the web server must be servlet enabled.  In the demonstration applications, we employed the Apache web server version 3.1.12 [13], SUN servlet Development Kit version 2.0 [14], and the Apache servlet engine Apache JServ version 1.1 [8]. A high level view of the interactions is illustrated in Figure 6.  Note that the server and client machines are not necessarily different machines.  For example, a stand alone system can be configured to run Apache while at the same time the client browser can request documents from the server.  

Second, servlets provide access to server resources such as access to server computational resources, network interconnectivity, and access to databases.  Server computational resources include any processing necessary to generate client-based data.  Most importantly in ILUVA, the processing converts information from a source format into VRML.  In more powerful applications, the processing could include the derivation of VRML from mathematical and/or simulation models.  In addition, servers often have more latitude in initiating communication streams with other machines on the network.  The data streams can provide data that is ultimately transformed into VRML or used in the context of a distributed application.  Finally, access to databases provides access to broad information bases.  Note that access capabilities can also include the creation, maintenance, and update of the database.

Third, the servlets provide a powerful mechanism for dynamically generating VRML content.  For example, parking lots associated with office buildings are sized according to the building square footage.  Per city building codes, parking lots are required to have a particular canopy cover fraction, i.e. shade from trees.  The number of trees varies with the parking lot size with trees being generated by a servlet.  In a more significant demonstration, the clean-up visualization generates VRML from ESRI Shapefiles.  In the clean-up application, portions of the menu are servlet generated as shown in Figure 7. 

Building on the previous three basic capabilities, servlets can be used to log and subsequently restore prior sessions.  A simple method for passing information is for the VRML application to load the uniform resource locator (URL) for the servlet using the loadURL browser method in a Script node.  Updates in the form of arguments passed to the servlet URL are recorded chronologically in the log file.  In order to restore a session, the servlet reads the log file, collects a list of all objects that were saved, retrieve the most recent set of updates for each, and then generates the corresponding VRML.  The architecture supports restoring prior sessions both for review and also for reediting.

6 Example Applications

Two applications summarized in this paper have been implemented using the architecture previously presented.  Both applications share the same architecture and features as presented in Figures 1, 4-6.  The first application was a prototype application for office park planning for the City of Portsmouth, Virginia, USA  [3,5,6].  The second application is a virtual world created to support public dissemination of information relating to cleanup efforts for an EPA SuperFund site over seen by the Norfolk Division of the Army Corps of Engineers [9].
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Figure 9.  SuperFund Cleanup Application

 

The first application is the office park application that provides several useful images describing the basic operation of the ILUVA architecture.  An example session for the office park application is presented in Figure 8, beginning with the opening view of the application, ending with a populated site.  The anticipated pattern of use is incorporated as a series of shortcuts that cut across the menu hierarchy in Figure 2.  Figure 8.a shows the initial view of the commerce park.  Figure 8.b gives the view after the building has been added.  In Figure 8.c, roadways have been added.  Finally, Figure 8.d shows the virtual world after the addition of landscaping and street lamps.  
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The Former Nansemond Ordnance Depot (FNOD) in Suffolk, Virginia [9] was an ordnance site for World War I and II munitions.  During this time, various ordnance was discarded resulting in explosive hazards and collaborative chemical contamination.  An interactive virtual world has been created to view the clean up progress, to be simple to use, and simple to maintain.  The information provided by the Army Corps has included data defining different clean-up regions, building outlines, and other geographic information provided as ESRI Shapefiles.  In addition, geographically registered aerial imagery has been provided.  For generality, the application can integrate any collection of shapefiles and imagery, although high-resolution imagery must be down sampled.  The application integrates multi-user capabilities previously developed [6] enabling users to login and manage a user space, to configure their virtual world, to modify aspects of the world, and to collaborate with other users.   Figure 9 shows screen captures from the SuperFund cleanup application where VRML content is generated from ESRI Shapefiles [16] based in user requests.  The different sub-figures show the opening view, a ground view, a view from an animated viewpoint, and finally editing of a user defined layer.  The images include the initial view of the application in Figure 9.a, a ground view in Figure 9.b, on the fly-through in Figure 9.c, and after the addition a user defined region in Figure 9.d.  Note the head’s up display that serves to show the present location within the world.

7 Summary

In this paper we have presented a VRML application that allows visualization of a commercial park and a SuperFund cleanup site.  ILUVA incorporated architectural and GIS information.  Object models are structured to be self-contained, including both appearance and editing capabilities. The objects are added dynamically at the request of the user rather than being statically allocated when the visualization is started.  Furthermore, servlets have provided the ability to generate dynamic VRML content.  We believe VRML shows great promise, having all the capabilities to build powerful three-dimensional applications.
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Figure 8.  Create Scene, Office Park Application
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Table � SEQ Table \* ARABIC �1�.  Point Objects


Point Object�
Geometry Primitives�
Editing Modes�
Special Features�
�
Fir Tree�
Composite, IndexedFaceSet�
Drag and Drop�
Fixed viewpoints�
�
Pine Tree�
Composite, Cone, Cylinder�
Drag and Drop�
Fixed viewpoints�
�
Marker�
Sphere�
Drag and Drop�
Fixed viewpoints�
�






Table 2. Line Objects


Line Object�
Geometry Primitives�
Editing Modes�
Special Features�
�
Roadway�
Extrusion�
Drag-drop, geometry�
Animated Viewpoint�
�
Railway�
Extrusion�
Drag-drop, geometry�
Animated viewpoint�
�
Berm�
Extrusion�
Drag-drop, geometry�
Animated viewpoint�
�
Hedge�
Extrusion�
Drag-drop, geometry�
Animated Viewpoint�
�






Table 3. Area Objects


Area Object�
Geometry Primitives�
Editing Modes�
Special Features�
�
Lot Line�
IndexedFaceSet�
Drag/drop


perimeter�
Animated viewpoint, area�
�
Pond�
IndexedFaceSet�
Drag/drop


perimeter�
texture, area�
�
Region�
IndexedFaceSet�
Drag/drop


perimeter�
area�
�






Figure 1.  ILUVA Client Architecture
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Figure 3.  An Example Menu, Office Park Application
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Figure 5.  Object Architecture
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Figure 4  Work Zone, Office Park Application
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Figure 9.  SuperFund Cleanup Application
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Figure 6  Interaction between Host and Client Machines
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Figure 7.  FNOD Cleanup Menu
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Figure 2.  Menu Architecture
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